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By the end of this session,
you will be able to:

Understand how effective technology architecture can
produce an effective lower risk solution

Create better solutions by understanding the profound
affect of the non-functional requirements

Adopt better dimensioning approaches by seeing how
these are applied in a high performance solution

Galin the experience benefits of a highly successful
system solution project

Original Architect: Rodney Hennegan



Requirements

Starting architecture

Application architecture
Dimensioning and scalability
Census 2006 Operational Model
Performance results

Wrap up

Questions ??



How do you architect a ‘first of a kind’
high profile web solution, that sustains
4,000 application hits per second.



Look at the overall Census process,
the requirements and key influencers
of the architectural solution



Reqguirements — Business Process (Census)
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As at evening of 8" August




Start

Jan 2005 - Application development contract signed
25 Feb 2005 — Hosting contract signed
Mid March 2005 - lead architect assigned

Dress Rehearsal

August 2005 (271 July to 3 Sept)
40,000 Dwellings - response optional

Census 2006
August 2006 (28" July to 9t Sept)

8,000,000 dwellings - response compulsory

Notice of Direction

9 months after Census period ends

Total ~ 1000 responses



Requirements - Functional Requirements

Functional requirements - relatively simple Web application

— No persistent footprint, no JVM, no cookies, no pop-ups




Accessibility (visually impaired)
Screen readers (two apps HTML & Jscript)

Performance

16 sec from button/link to page ready (19.2Kbit/sec dial up)
Contractual estimated users

8,000,000 with 25% take-up with 50% in 4 hrs Census night

1 min av. 3,900 application page hits/sec, peaks to 6,500

Same league as US/Australian Open Tennis, Olympics
Special events - static content delivery (90% caching layer)
eCensus is a web application — doesn’t have a caching layer
All pages after Welcome page - HTTPS

Actual 687 hits/sec - (Do the numbers, get an artefact)



Availability requirements
98% over Census period (21 hrs)
98% over 4 hour peak period (4.8 mins)
IBM reputation potential
Security requirements
ASCI-33, IRAP, (Need a security architect)
Statistics Act (much stronger than privacy act)
Politically frightened of US Patriot act
Pervasive (application, hosting, operational management)

Among the first eCensus implementations world wide

Korea, Singapore (IBM not involved)
Canada starting 2006

Short duration event (production 5 weeks)

Significant impact



Group of difficult requirements, where
do we start?
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Visit to eBusiness Reference Architecture

Basic browser respondents, Duplicated Internet connections

HSM, eCensus application

Data zone firewall (??), redundant Dbase server

Network security, data delivery via VPN to ABS



Starting Architecture - Hosting options

IBM special events platform

Large but its in the USA

Data cannot go off-shore
Local eBusiness OnDemand hosting

USF (Universal Server Farm) now sunset

UMI (Universal Managed Infrastructure) latest & greatest




Starting architecture - eBusiness OnDemand Offerings
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Starting Architecture - Hosting Solution
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What were the key application
architecture considerations?

WebSphere/J2EE application



Application Architecture - Where To Store The State Data

User specific session data

— Last Access date time (for timeout purposes)
— Data entered so far -> Page navigation
Options
— Opt 1 - Database (DB hit and decrypt every page hit)
— Opt 2 — Memory in WAS and replicate via SSL to 1 or every peer
— Opt 3 — Stateless - store in hidden fields in the HTML page
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Requirement - 16 sec over 19.2 Kbit/sec dial up

End to end response time budget
Browser (3), Network (9) Backbone and ISP link, Server (4)

Problem

Automatically generated pages via RAD (60 K, nested tables)

25 seconds to transmit page to browser over 19.2 Kbit/s
Solution

Cascading style sheet (50% reduction)

HTTP compression (63% reduction)

Page size typical 11Kbytes (4.5 sec)

IE6 SP1 freezes decompressing CSS or JavaScript

Show page transmission times within the allowed 8 sec budget



Measure end 2 end

Hidden fields
NewAction

NewActDTM =PgtBint_

LastAction

= Pg2. Btn2

1 action behind

= (= P2,Btn2)

Lose last action <

= (= P1,Btn1)
LastActDTM I
LastDispDTM _ , i N
Logs action and the 2, Bin2
e2e response time I

E2e timing from workstation
clock



Application Architecture - Performance Results
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Dimensioning and scalabllity

Lessons in scalability !!
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Dress Rehearsal system dimension and test
Starting architecture less the 2nd Dbase server, single I'net pipe
Instrumented
Network, Button/Links recorded, Response time, Server CPU

Average user profile

CPU consumption per page (based on profile)



Instrument application & environment

End to end response time log, (Also HTTP server logs)

Application event statistics log (Button presses, login failures)

Session data (duration, session #, OS, Browser & version)

Firewall traffic statistics (network traffic stats)

Dress Rehearsal performance report delivered to Customer
Key dimensioning metrics

Derivation of Peak/Average ratio

Average (4 hours), Peak 1 minute av, and Peak (95% less than)
User interaction behavior (build an average use profile)
1.5 Login’s per submission, 0.85 login failures per submission

2.6 Navigates per submission, 2.75 persons per submission
Session duration (av. 30 mins)
Network traffic on ISP and internal links

Server load per page hit



Dimensioning and Scalability - And it scales...... badly !

1.7 /s 1.7 /s 2.1 /s /s

(in+out)
- e mmgme e g~— -~ =5
1.2 4

140 DB/
24,000 DB/sec

Solution on FIRE
Expected (7 months start to production)

After 2 years contract negotiation

Prototype modification testing

Re-calibrated our simulated average user based on DR actuals

Prototype maodifications to application and benchmarked results




1.7 /s 1.7 /s

) 12
,,,,,,,,,, (|n+ou§) 8 _. _ o 44 140
1.2 4 5
8 6 56
P- (p5/ ) 4 70 6 4
Outcome

Back within the ‘art of the possible’

Lessons

Application architecture/design is largest impact on resources

Danger of splitting application development from hosting



Large infrastructure to build, what
should it look like?



Platform

16 way p-Series AlX, over x-Series Intel w2003 or Linux

CPU capacity for space/power (space issue)

Most reusable afterwards, Good virtualisation support

Reduced excess capacity count (64 way/16 way) N+1
Load balancer

Software (Edge server), Hardware (NZ hardware)

Re-useable after eCensus, supportability considerations
Some evidence from Japan that Edge viable at this load
System structure allows multiple Edge server pairs

SSL accelerators

HTTP server no accelerators (20% diff, 2 per LPAR)

HTTP compression cost an extra 3% (offset by SSL)



Operational Model - Operational Model Structure
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Operational Model - Stream Balancing

Welcome page at

X viaHTTP

Start button on welcome page generated by application

— Points to your stream
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DNS: VIP 1




Load balancer capacity

Performance testing (used streams 2,3,4 to drive stream 1)
Phase the hardware order, build 2 Y% streams first

Ability to take out a stream

Multiple virtual environments (almost Dbase)

Scalability

No single node solutions

Hi-volume “normally see a multi-VIP DNS round robin type solution”
HiIPOD

Bandwidth — early estimates WAS to HTTP traffic 3.7 Gbit/sec

4 i1s an even number and a factor of 16



Operational Model - Physical Operational Model (server)
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Derivation from Dress Rehearsal system & prototyped mods

Base CPU mS/page hit from DR + prototype mods

Use OPERA translate platforms xSeries Wintel -> p/AlX

Used for funding approval

40 page hits/sec on x-Series Wintel => 6400 (pk) p-Series AIX

Make 1st hardware order (2 %2 streams)
Target Benchmarking
0.3 CPU load balancer, 2 CPU HTTP, 1.7 CPU WAS + DBase

2x = one 4 CPU LPAR, 4x that = one stream, 4x that = System
p-Series AlIX 4x better for HTTP servers than B’'mark Wintel
Second hardware order

Performance verification using hardware from first order

Potential 3rd hardware order (Wasn't necessary)



Database disk throughput is a key scalability issue

All streams shared the one database
I/O per sec that hurts, not MB/sec
Commit must write to ‘disk’ (write cache, min commit)

Minimise disk activity per submission

Commits per submission (39 to 13.7 commits)

Approach

Built an application that just did the database interaction

Dress Rehearsal DB server 4 disks, Xtn, Dbase disks separate
Ran it at 3.3 submits/sec (Prod pk 174), and captured I/O stat
I/O stat data into Enterprise Storage Systems tool “Disk magic”

Scale it up, and model all types of Storage systems, cache, Disks capacities
and speed, RAID levels

Later verified it on the target benchmark at 33 submits/sec



Performance Results

How did we go?




IBM Performance testing
IBM 1 stream at 1070 pg hits/sec Av. + DB Aug. (4238)
HTTP server 82%, WAS 95%, DB disks 40% (“+1” servers down)
Mercury Interactive
Contract compliance test at 4,000 pg hits/sec Av.
As high at 4500 hits/sec (with + 2,500 spikes 3 per minute ?7?)
Load Balancers 36% CPU
HTTP servers  55% CPU
WAS servers /5% CPU
Dbase 24% CPU
Dbase disk array 60% Busy
After main part of test failed over a LB, HTTP, and WAS server

It was a thing of beauty to behold '!!



Performance Engineering Methodology
Architecting for Performance course
Useful groups

Hi-performance on demand research labs

IBM Special Events team
Redbooks

WebSphere V6 performance and scalability handbook



eCensus - architecture case study

Can’t separate the functional and non-functional
reguirements

Architectural decisions are about BOTH business
and technology factors

Think about how your architecture supports
dimensioning, testing, and construction

Application architecture is crucial to performance.
(Simple things — page size, state storage, number
database hits)



If we have time | will take questions now. | will also make
myself available at the next break at the IBM Booth.




